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XTRACTIS®

Augmented Fuzzy Cognitive Al — the Next S-Curve in Scientific Reasoning Al

Version
v1.0. June 3, 2026
Application to the main Next Frontier Al track (24 months, €26.5M)

The challenge: A new —but proven— mathematical and Al framework for the production of domain-specific
high-risk models, and the European lab to bring it to frontier scale.

The substrate works and it carries high perspectives in real-world deployment; its scaling to large-scale
frontier-grade technology is the project of IDAGRAI LABS.

Why XTRACTIS".

Not an optimization of the current S-curve (transformers, deep networks, boosted trees) but a
different mathematical foundation — Fuzzy Relations of order N — yielding models that are natively
intelligible and formally stable, while ranking first on performance in 23 out of 27 published
benchmarks against neural networks, boosted trees, and random forests.

Horizontal approach. Data-frugal. CPU-only. No programming. ITAR-free. 100% European IP.

Why IDAGRAI LABS.

Founder Prof. Dr. Zyed Zalila has developed this theory continuously for 33+ years, supported
by his R&D team. No other player combines comparable theoretical depth, advanced industrial
maturity, and a clean European sovereignty profile.

Why now.

In 2026, Al transparency has become the Holy Grail; the EU Al Act comes into full force for high-
risk systems; the first independent peer-reviewed validation of XTRACTIS landed in Nature
Scientific Reports, and SiPearl RHEA reaches certification readiness. The window to set the
European frontier-Al standard is open, but very short. No current Al paradigm can natively and
simultaneously deliver the predictive performance and the intelligibility that high-risk decisions
legally and scientifically require. Many non-European countries would like to possess this
strategic technology.

Despite a budget of over $2.5 billion allocated to its XAl, Al Next and Al Forward programmes over
a nine-year period, DARPA is still struggling to resolve this pressing issue.

Contact

Prof. Dr. Zyed ZALILA
zyed.zalila@idagrai.com | +33 6 21 02 03 07
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1. Approach — Why XTRACTIS defines the next S-curve.

1.1. Dominant Al approaches hit a structural ceiling in the high-risk applications

Despite their high performance, today's dominant Al approaches (neural networks—NN, boosted trees—BT,
random forests—RFo) have three structural flaws when it comes to critical modelling and decision-making:

/\ Models Opacity:
e Decision logic is not verifiable, only statistically validated.
e Predictions are computed without ex-ante validation of the underlying reasoning.
e Ex-post explanation techniques are unreliable linear and local approximation techniques.

/\ Formal stability not proven: no mathematical proof guarantees that a slight input variation will not
cause a disproportionate output shift.

/\ Computational hunger: the race to maximize H100 GPU power is the credo of US or Chinese hyperscalers
and Al publishers but is at odds with European industrial data privacy, sovereignty concerns, or energy and
environmental constraints.

These are not maturity issues: no amount of optimisation, reinforcement learning with human feedback
retraining (RLHF), or ex-post explainer will lift them. To leap to the next S-curve of Robust & Intelligible Al,
the substrate itself must change.

1.2. XTRACTIS — a different mathematical substrate for a new Al paradigm

XTRACTIS operates on a fundamentally different paradigm: a non-standard mathematical foundation, frugal
in data and energy, for a general approach to the automatic production of specific, natively intelligible, yet
still highly predictive models.

Ideal for problems that matter most to science and society: where high-risk decisions —medical, scientific,
industrial, financial, military or human resource decisions— involve lives, capital, and legal liabilities and
where data is scarce, expensive, and bounded by physical, industrial or regulatory reality.

1.2.1. The mathematical substrate

First formalised in his 1993 doctoral thesis, Prof. Zyed Zalila has continuously developed the theory of Fuzzy
Relations of order N, a non-probabilistic, non-connectionist mathematical framework that enables accurate
modelling of real-world complexity through reasoning based continuous logics. It admits an infinite number
of degrees of truth between “false” and “true”, uses an infinite number of logical and relational operators,
and defines an infinity of generalized possibility and necessity measures.

Unlike probabilistic models (which estimate uncertainty with distributions constrained by additivity, and
which poorly handle interacting variables) or binary logic systems (which reduce nuance to “true” OR “false”
with threshold effects, and which poorly handle ignorance), fuzzy relations modelling captures the full
gradient of causality underlying the data across the full continuous space and without reduction of
available information.

A fuzzy relation of order N is, mathematically, a nonlinear equation relating causes-to-effects, expressed
linguistically but computationally efficient with the appropriate dedicated algorithms.

On this substrate, Prof. Zalila and his team have built the XTRACTIS Al, a general Al that automatically produces
specific models from data.

The paradigm shift is at 2 levels:

1. How models are produced. Where dominant Als share a probabilistic-connectionist substrate, XTRACTIS
introduces a fuzzy-relational induction paradigm —a fundamentally different way of automatically
discovering and generating a decision system (i.e. model) from data.

2. The models produced have structural distinctive properties: native intelligibility, formal stability, and data
frugality —characteristics inherent to the mathematical foundation, not engineering achievements bolted
on afterwards— without an explainability layer added on top of an opaque core.
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The intelligibility of a model becomes in itself a scientific contribution, and no longer a simple epistemological

property.

The induction kernel is horizontal: fed specific-problem data, it generates models for that specific problem,
across health, industry, finance, defence, and scientific R&D, with no domain-specific re-engineering of the
substrate. Domain specificity enters only through the data; the reasoning machinery does not change.

1.2.2. State-of-the-art approach demonstrated by XTRACTIS

TRAINING
APPROACH

Unconventional induction
algorithms constituting
the inventor’s and the lab's IP

XTRACTIS
MODELS

Highly predictive and
fully intelligible, the
sweet spot for high-risk
decision-making

NEW KNOWLEDGE
GENERATOR

Appropriate for scientific
findings, not only for high-risk
decision-making

SCALING
DIMENSION

Enabling end-to-end
EU sovereign compute

Collective & Evolutionary Inductive Reasoning

Autonomous induction agents simultaneously explore different induction strategies, first competing,
then cooperating. They iteratively refine their inductive reasoning strategies to discover the optimal
fuzzy rule-based systems (most robust and intelligible models) from a structured dataset.

From small datasets to those with tens of thousands of interacting variables. No imputation needed.

Decremental Holistic modelling

To induce their models, robots start from the complete variable space (up to 27,000 variables tested
in epigenetics) and progressively eliminate non-contributors, thus preserving the medium and weak
signals that carry decisive scientific information in complex processes and phenomena.

Proprietary optimization algorithm. No pretraining. No programming required.

Robustness

Models have similar accuracy comparable to conventional approaches, and even higher for small to
medium-sized datasets. Highly robust predictive models, as much as allowed by available information
in the datasets.

Intelligibility (implies explainability over the infinite decision space)

Induced mathematical cause-and-effect relationships are expressed in the form of continuous
“IF...THEN" rules without chaining. It is the model’s cell-architecture.

Each induced rule is a fuzzy relation (nonlinear equation). It can be generic or specific.
Each model is a set of fuzzy rules. Fully transparent predictive models.
Each prediction/decision is deterministically computed and explained from deductive inference of rules.

No neural networks. No hidden layers. No synthetic variables. No weight matrices. No chains/sets of trees.

Stability

Regression models are mathematically proven stable: input variation — proportionate output variation.
Prediction outputs are bounded within computable intervals determined by the model structure.
Capacity to induce strongly nonlinear models when required.

No black-box instability. No aberrant behaviour.

Automatic detection of nonlinear variable interactions, and causal structures invisible to statistical methods.

Detection of medium and weak signals, errors and biases, allowing induction loops on manually corrected
data to obtain bias-free models.

Interactions/Relationships are directly readable through the rules. Users understand findings.
Enhances human intelligence.

No ex-post explanation layers added to a black-box model.

Data-frugal by mathematical design: does not require large datasets to generalize.

More information included in the data improves the induced models, but on small to medium-sized
datasets, the inductive algorithm already outperforms ‘black-box’ approaches at iso-complexity: robust
on the volumes of data that the majority of users can actually produce (industrial, medical, scoring of
humans, and defence modelling applications).

Energy-efficient: scales on CPU servers, not GPU servers.
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Technological Differentiation — Leapfrog evidence.

2.1. Three Reasoning Modules

The XTRACTIS unified framework is composed of three modules, each relating to a mode of scientific reasoning,
replicating and extending human reasoning in Experimental Sciences:

1. REVEAL 2. PREDICT

Deductive Reasoning — Deterministic Prediction

3. OPTIMIZE

Abductive Reasoning — Inverse Optimization

Inductive Reasoning — Model Discovery

Automatically discovers causal laws from
data (real, experimental, simulation, digital
twins). Explores the complete variable space.
Identifies predictors, including medium and
weak signals. Produces IF..THEN rule
systems with continuous logics.

Deploys induced models for deterministic,
reproducible, explainable prediction based
exclusively on validated rules. Zero black-
box effect. Full auditability. Up to 7.6M

decisions/second on a basic 8-core CPU.

Solves complex inverse problems: identifies
optimal configurations satisfying multiple
simultaneous objectives under rigid or
flexible constraints. Suited for R&D and
upstream design: materials science, drug
formulation, logistics, operational research...

— Reveals robust & interpretable causal
nonlinear relationships governing complex

— Each decision is fully traceable. Every
prediction comes with a detailed report

— Each optimal solution is provided with a
report stating its satisfaction degree

phenomena and processes, not mere

statistical linear correlations.

explaining how the rules infer the result.

2.2. Frontier-grade Discontinuity

relative to the overall request and
highlighting the sub-requests that prevent
finding a better solution.

Several criteria distinguish XTRACTIS from mainstream Al techniques, in terms of approach and implementation:

XTRACTIS challengers
Approach Fuzzy Relations of order N A\ Probabilistic/connectionist/binary
non-probabilistic, non-connectionist logic substrate (NN, BT, RFo)
Neuro-symbolic / hybrid Pure cognitive models with continuous logics A Ex-post local linear explanations
approach Rules are the model, not an add-on. No NN. (LIME/SHAP)
Novel training paradigm Collective & Evolutionary Induction A Standard training + RLHF
with intensive robustness assessment basic robustness assessment
(generalization capacity)
Alternative model structure Fuzzy Relations A Networks, Chains or Sets of trees
Intelligible models Complete by design X Absent
— controllable + auditable Full overview of the whole decision-making logic Black-box + unreliable ex-post explanation
Formal stability Guaranteed by design X Non-demonstrable
Data frugality Optimized by design: Outperforms dominant A\ Overfitting (one-shot learning)
— Sample efficiency techniques at iso-complexity on small to
medium datasets
Programming Not required. Declarative configuration of model A\ Required. Architecture choice, hyperparameter
induction objective & constraints; no programming. tuning, training loop coding
Hardware frugality CPU-only. Low energy cost and carbon footprint, A LLM: GPU-hungry
— sustainable development scalable infrastructure. High energy cost, high carbon emissions.
Broad application spectrum General Al, horizontal induction kernel. A General, but very risky for high-risk

Domain-agnostic, ideal for high-risk applications
No domain-specific re-engineering.

applications (Model Opacity)

XTRACTIS also has European-fit properties that make it compliant with European Al requirements:

Data sovereignty Authorized/sensitive data A Often, through US or Chinese platforms
No scraping. Runs on a private server or on-premises LLMs: risk for proprietary data
No extraterritorial exposure '

Code sovereignty 100% French proprietary. ITAR-free A Often, US or Chinese frameworks

IP & model confidentiality Models belong to license holder. A Frequently stored in public clouds,
Stored on private infrastructure. exposed to extraterritorial laws

Regulatory-ready (EU Al Act) Native by design. Certifiable models A Structural opacity

+ transparent reverse engineering of opaque models

© Z. ZALILA & IDAGRAI LABS. 2002-2026. All rights reserved. June 3, 2026.
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2.3. Validation of the Substrate’s Value — De-risking already in hand.

XTRACTIS has already proven its capabilities in real-world cases: the 30 published use cases, on public data or
authorized private data, have demonstrated that fuzzy-relational induction produces models that are consistently
intelligible and competitive in performance, at the scales it has so far reached. In all cases, XTRACTIS succeeds in
discovering the underlying behaviour of the process or phenomenon under study and in expressing them into
transparent rule-based models.

The 2026 Tier-1 publication in Nature Scientific Reports is particularly significant: it marks the first independent
peer-reviewed validation of XTRACTIS by the international scientific community on a high-risk industrial real
problem, confirming the effectiveness of the approach.

Metric XTRACTIS result Context
Peer-reviewed Nature Scientific Reports, 2026 Porosity of Composite Hydrogen Tanks &
Industrial maturit TRL 9 for hygiene & cleaning tissues design Discovery of optimal formulations for global consumer

y TRL 3 to 5 for other applications brands, adapting products to local sensory perceptions

. - 8-core Intel i7 CPU @2.5GHz for a 5-predictor, 8-rule model.
Inference speed 7.6 million predictions/second Zero GPU. Zero cloud.
. Certified on max. speed server available: As part of the preliminary partnership agreement with
Server compliance .
41.47 TFLOPS FP64. Zero GPU. BECHTLE / SuperMicro

Genetic Diagnosis of Prostate Cancer &
Small to large datasets Highest processed dataset: ~27k variables Genetic Identification of Lung Cancer &

Spectral Diagnosis of Ovarian Cancer &

Best for attaining the “sweet spot”:
maximum Intelligibility AND maximum
Performance at the same time

27+ published cases
with benchmarks

In-depth internal comparisons vs conventional Als
xtractis.ai/use-cases &

Key Benchmarks. Aggregated results from 27 published benchmarked use cases (UC) in different sectors,
comparing XTRACTIS to Neural Network, Boosted Tree, and Random Forest, on exactly the same data partitions,
and based on two criteria: performance —or robustness (the model’s ability to provide accurate predictions for
unknown cases)— and intelligibility (the model’s ability to be understood by a professional or domain expert).

i Colour code of the Al approaches

2 o ’ oy ® XTRACTIS ® NN ® BT @ RFo
-0.33
? The Chart
o Combined reading: position within the plane matters more
(=] . .
S 27 public UC than each score taken in isolation.
@ (all sectors) Calculation of scores is explained in detail in the published
Q .
S oo UCs (Appendix 1).
£ " ¢ > X Axis: Intelligibility Score (IS)
s From 0 (opaque) to 5 (fully transparent).
o 0.14 / 1.54
19 Pl Y Axis: Performance Score (PS)
§ b Compared to the best model in the UC (highest score).
v Negative = difference between the real performance
«Llow Intelligibility Score High >

criteria of the best model obtained by the Al in question
and the best model across all Als.

® Bubble size
Identical for all — contains no additional information.

Key Takeaways. XTRACTIS consistently ranks in the top-right
quadrant of the chart: in terms of intelligibility, it outperforms )
its closest competitor by 2.68 points (first every time), while in Target zone: top-right (1S=5.00 ; PS=0.00)

. . . . . The Holy Grail of decisional & scientific Al:
terms of performance, it ranks first 23 times and second 4 times: Highest Performance AND Highest Intelligibiliy.

Intelligibility — Rankings (27 UC) Performance — Rankings (27 UC) Two Scores per Bubble
'|s( 2nd 3rd A(h ]st 2nd 3rd 4(h Top = IS
% XTS 27 0 0 0 ¥ XTS 23 4 0 0 Value from 0 to 5 ’
¥ RFo 0 27 0 0 ¥ BT 4 14 6 3 Bottom = PS s
-0.33
¥ BT 0 15 12 0 ¥ NN 1 7 5 14 Aperf. vs best model of the UC
4.NN 0 15 9 3 4. REO 0 117 9 0.00 = best performance

-P = P percentage points of performance behind
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This is the scientific risk reduction. The Next Frontier Al challenge transforms IDAGRAI LABS from a pioneering
deep-tech company into a European frontier Al lab, one capable of bringing XTRACTIS to the global scale it
deserves, extending its capabilities toward broad industrial and scientific adoption and redefining the global
standard for Scientific Reasoning Al.

EU Al Lab Vision — From Proven Paradigm to Global Standard.
What IDAGRAI LABS will build with Next Frontier Al funding

"Complex and critical problems cannot be consciously and optimally solved by the human brain alone. Artificial Intelligence is then of
tremendous help, but not just any Al: the kind that enables humans to understand. And not by replacing human intelligence, but by
completing it: our brain poses the complex problem that it will never be able to solve, and our exobrain solves the complex problem that
it will never be able to pose. Designing an Al capable of automatically producing accurate and transparent models is the Gordian knot."
Prof. Dr. Zyed Zalila — CEO Founder & R&D Director, IDAGRAI LABS

3.1. Five Challenges for an Effective Roadmap

The lab simultaneously involves scientific risk (will the paradigm extend?), engineering risk (will the Al
platform and infrastructure scale?) and commercial risk (will industrial evidence translate into investable
traction?), and must establish its own evidence base for each of these aspects.

Over 24 months, we will build a lab with a programme structured around five challenges, encompassing
22 workstreams identified as strategic to extend the XTRACTIS paradigm capabilities with a view to
widespread scientific and industrial adoption.

Challenge 1 — Frontier Research (Workstreams W01 and W02). Scientific risk.

Two research hypotheses, based on a well-established paradigm, push its boundaries: extension of the substrate
to more complex output structures (Hyp. A — Fuzzy vector regression) and to more complex learning schemes
(Hyp. B — Fuzzy relational induction by reinforcement).

Challenge 2 — Kernel & Feature Extensions (Workstreams W03 to WO06). Algorithmic-engineering risk.

Four well-specified extensions of the current induction and abduction kernel broaden the class of tasks the
substrate can address: multi-modal input ingestion, multi-label classification, ordinal-categorical variables,
discrete-continuous variables, and hybrid elementary request in OPTIMIZE.

Challenge 3 — Lab Infrastructure (Workstreams W07 to W12). Infrastructure-engineering risk.

The technical instrument enables large-scale deployment: empirical scaling-law characterisation, Linux-native
runtime, sovereign computing infrastructure, MLOps pipelines & APl layers, data management engine, and user-
friendly interfaces.

Challenge 4 — Use Cases & Flagship Projects (Workstreams W13 to W17). Applicability & evidence-production risk.
The body of work converts research results into industrial evidence: a benchmark publication pipeline (from
27 benchmarks at kick-off to 74+) and four chosen flagship demonstrations across defence (autonomous
drones), health (epigenetic-metabolic diagnosis), industry & science (QSAR & formulation) and legal-tech (bias-
revealing audit).

Challenge 5 — Validation & Scale-up (Workstreams W18 to W22). Commercial and investment risk.

Industrial and academic partnerships, business development & sales, the Proof-of-Value programme, and the
marketing & communication deliver evidence to the market and the press. The ‘investment grade’ data room is
ready for the next €1 billion funding round.

All resulting proprietary algorithms and implementations remain the exclusive intellectual property of Prof. Zalila
and IDAGRAI LABS, in accordance with SPRIND's Pre-Commercial Procurement provisions. Scaling laws and
scientific findings within benchmarked studies are disclosed through Tier-1 peer-reviewed publications and open
technical reports.
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3.1.1. Challenge 1 — Frontier Research
The scientific programme: conduct frontier-grade research through two measurable & verifiable hypotheses.

Even though the scientific risk is significantly reduced as outlined in section 2, IDAGRAI LABS' thesis at the
launch of the challenge is structured around two independent research hypotheses addressing two distinct
and frontier questions.

Confirmation of either hypothesis A or B —or both— paves the way for the class of tasks that high-risk
industrial and scientific users actually require, given the nature of their typical problems (complex processes
and phenomena with interdependent outputs, sparse data that is costly or difficult to obtain).

W01 -— Research Hypothesis A: Generalisation of Fuzzy Regression to Vector-type Output Structure

Hypothesis

The fuzzy induction paradigm generalises to vector regression —induction of a
single model predicting a vector of interacting numerical variables— without loss of
performance or intelligibility.

Why this is a
frontier hypothesis

To date, the XTRACTIS induction paradigm has been demonstrated in the context
of fuzzy scalar regression, a single numerical output per induced model, and on
fuzzy multinomial classification (label vector).

A large class of industrial and scientific problems require the simultaneous
prediction of multiple related numerical outputs: e.g., protein folding mechanics
(where each residue position is one of many related outputs), multi-objective
product formulation with at least one objective defined by a vector, structural
mechanics (where stress, displacement, and damage indicators co-vary),
pharmacokinetic profiles (where concentration trajectories over time form a related
output vector), aircraft trajectories.

Treating each numerical output independently, as with boosted trees, random
forests, or XTRACTIS, causes the relations between the outputs of the complex
phenomenon/process under study to be lost. Maintaining these relations through a
single opaque neural network results in a loss of intelligibility: the prediction works,
but no one can read why and how output i and output j moved together.

It has not yet been demonstrated that the XTRACTIS paradigm can handle fuzzy
vector regression without performance loss.

Approach

Formalise the mathematical demonstration of fuzzy vector regression capabilities
within the theory of Fuzzy Relations of order N.

Develop a first algorithmic prototype on a dataset with low output cardinality.

Validate on a high-impact target application: autopiloting of (swarm of) drones as
defined in W14.

Proof points

Proof points by stage are listed in Section 3.3 (Milestone Evidence at each gate).

Refutation
criterion

If Hypothesis A is refuted, variables are considered independent and the current
process of single-output separate induction is retained.

© Z. ZALILA & IDAGRAI LABS. 2002-2026. All rights reserved. June 3, 2026. 8/24
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W02 — Research Hypothesis B: Fuzzy Relational Induction by Reinforcement

Hypothesis The collective and evolutionary inductive reasoning that underlies fuzzy relational
induction extends from supervised induction on labelled datasets to autonomous
induction by reinforcement, while preserving performance and intelligibility.

Why this is a To date, the XTRACTIS fuzzy relational induction is supervised: it requires a set of

frontier hypothesis reference cases with input and output data where each case is characterized by a
vector of values for the potential predictors of the complex process/phenomenon to
be modelled and the value of the variable to be modelled (output variable) associated
with that particular case. The values of the output variable are provided either by a
human sensor or by a physical sensor.

In some strategic applications (strategy games, war games, real-time control of
complex systems), the output variable is either computationally too expensive to be
measured or impossible to measure. In situations where such information is lacking,
it is necessary to be able to induce rules only by knowing whether the model's
response for a given input case tends towards a correct solution or not. If the response
is correct (resp. incorrect), a simulation model issues a reward (resp. penalty). The
induction engine must then refine its rules to gradually converge towards the top-
model solution, based solely on this feedback.

Reinforcement fuzzy relational induction (R-FRI) opens robotic control applications
and agentic environments —as well as other decision systems where a reinforcement
regime is structurally required— to verifiable and certifiable decision-making systems.

Approach Formalise the theoretical framework for R-FRI.
Extend the REVEAL induction algorithms with R-FRI.

Evaluate the efficiency of R-FRI induced models in simulation (characterise preservation
of performance and intelligibility under R-FRI). Benchmark performed against NN
learned by reinforcement.

R-FRI applied to the piloting of single drones and drone swarms, (W14, flagship #1)
with several objectives:

- hitting a fixed (un)defended target, a mobile (un)defended target

- intercepting a mobile (un)defended attacker

Proof points Proof points by stage are listed in Section 3.3 (Milestone Evidence at each Gate).

Scaling dimensions Start with a single drone and then with an increasingly large swarm of drones.

to observe
Note: XTRACTIS offers the major advantage of producing very resource-efficient model: a small

CPU is sufficient to make predictions at very high frequency, enabling high-intensity asymmetric
warfare. This is completely impossible with drones piloted by NN, which require each drone to be
equipped with a GPU costing at least $10,000; not to mention the strong technological
dependence on the USA: GPUs and the CUDA language used to program them are ITAR-protected
and therefore require approval from the US Congress to be exported.

Emergent phenomena Check with European armed forces whether the emerging properties of the drone

to test swarm correspond to known or new attack or defence strategies.
Refutation If R-FRI proves ineffective, we will rewind with a NN learned by reinforcement: generate
criterion a very large synthetic reference dataset and then run REVEAL on this dataset to

perform robust and intelligible reverse engineering of this NN (with benchmark
against this NN).
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3.1.2. Challenge 2 — Kernel & Feature Extensions
Extending the induction kernel to the full class of inputs, outputs, and variable types that high-risk users encounter.

This challenge involves IDAGRAI LABS' algorithmic-engineering risk. The five workstreams are extensions
of a mature kernel to new type of tasks and variables. They are nonetheless central to frontier-grade
applicability: together, they open the substrate to the whole range of high-risk industrial and scientific tasks
that can be accomplished with XTRACTIS.

W03 — Multi-Modal Input Ingestion

Extend XTRACTIS beyond structured tabular data to handle signals, spectra, images, and time series by
internalizing an intelligible preprocessing of these types of unstructured data, without grafting deep neural
networks as encoders.

To preserve the native intelligibility of the induced models, we combine specific intelligible processing
modules to design a modular plug-in architecture. These modules will be available in opensource so new
preprocessing operations can be validated in collaboration with domain experts and scientific users.

Note: This approach cannot be generalized with a single module; each specific problem (or class of problems)
requires specific intelligible preprocessing. For example, a satellite image will not be pre-processed in the same
way as an MRI, an X-ray or a cell image.

W04 — Handling New Types of Inputs: Ordinal-Categorical Variables & Discrete-Continuous Variables

Ordinal-categorical variables. Native support for variables whose values are categories with a meaningful
ordering but no defined distance. For example, severity scales (mild < moderate < severe), satisfaction
ratings, credit rating (D < C < B < A), European student rating (F < Fx < E < D < C < B < A), energy rating,
Nutri-Score.

Discrete-continuous variables. Native support for variables whose underlying scale is continuous, but
whose observed values are restricted to a finite set of levels. For example, dosing levels of a drug (5mg,
10mg, 20mg, 50mg), pH measured to one decimal, rotational speeds selectable in discrete steps.

W05 — Multi-Labelling Classification

Native support for classification tasks where multiple non-exclusive labels can be assigned simultaneously
to a single output (e.g. multi-pathology diagnosis, multi-failure-mode industrial inspection, multi-risk-class
financial scoring).

W06 — Hybrid Elementary Request in OPTIMIZE

Extend the OPTIMIZE abductive engine to handle elementary requests defined as a combination of
XTRACTIS-induced models and external analytical models.

Suppose we have four XTRACTIS models predicting Y1, Y2, Y3 and Y4 and we define an analytical output
Y5 =Y3/Y4. A user can then specify an optimisation problem as follows: “minimise Y1 and minimise Y2 and
minimise Y3 and maximise Y4 and minimise Y5".

OPTIMIZE then returns the most optimal configuration with its satisfaction degree across this combined
request.

© Z. ZALILA & IDAGRAI LABS. 2002-2026. All rights reserved. June 3, 2026. 10/24
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3.1.3. Challenge 3 — Lab Infrastructure

The shared technical instrument that produces the “scalable, production-ready engineering processes” that SPRIND expects to be demonstrated by Stage 2.

This challenge carries IDAGRAI LABS' infrastructure-engineering risk, aiming to propose a global-ready platform,
while eliminating all remaining dependencies on non-European software and hardware, in order to establish
XTRACTIS as an end-to-end sovereign Al infrastructure.

W07 — Scaling Laws for Fuzzy Relational Induction

Empirical characterisation of the evolution of performance and intelligibility scores along three parameters:
number of reference cases, number of potential predictors, and computing scale-up and scale-out
(parallelism of calculations on the CPUs of a server and on a cluster of CPU servers).

With such scaling laws, users can predict the induction time for any new application, depending on the data
complexity and the available computing speed, and according to the required levels of performance and
intelligibility. They can therefore make informed decisions regarding resource allocation, depending on how
quickly they wish to obtain their model.

First, scaling laws for the SuperMicro/Intel cluster, then the Bull/SiPearl cluster (W09).

W08 — Linux-Native Version

Full migration to enterprise Linux distributions (Ubuntu LTS, RHEL, Suse), eliminating Microsoft Windows
dependency and unlocking HPC clusters, cloud-native deployments, and embedded systems targets, while
reducing licensing costs and increasing deployability across European public-sector environments.

W09 — Setting Up a CPU Cluster, including European CPU Validation

Long-term compute procurement partnership with BECHTLE and additional European HPC providers, using
certified Supermicro servers offering the highest certified speed to date per unit server (41.47 TFLOPS FP64,
480 cores, 960 threads).

Scaling plan: set up a cluster of 3 servers at launch and up to 24 servers at M24.

Shared use of the cluster infrastructure by IDAGRAI LABS for its use cases, flagships, and POV projects and by
external users as part of the POV programme (W20).

Systematic benchmarks and certification tests on European HPC servers and processors (Bull, SiPearl RHEA),
demonstrating full hardware independence from non-European architectures.

W10 — MLOps & API Layers

REVEAL, OPTIMIZE and PREDICT exposed as production-grade API endpoints, enabling seamless integration
into client MLOps pipelines. Scale-out architecture for MONITOR (supervisor engine of deployed models)
across clusters of CPU servers. Integrated FinOps controls.

W11 — Data Connectors

Native connectors to industry-standard formats and platforms (e.g. EHR systems, SCADA, financial data
APIs, laboratory information systems).

W12 — UX Redesign, including Full Localisation & Natural-Language Rule Translation

Streamlined workflows for problem definition, model auditing and selection, and result interpretation.

Multilingual interface and natural-language rule translation in target languages (FR, DE, ES initially), making
decision systems directly readable by users in their own language and removing language as a barrier to
XTRACTIS adoption across European users and regulators.

Automatic translation of fuzzy IF...THEN rules into plain scientific language, readable by clinicians, engineers,
and regulators without data-science expertise.

© Z. ZALILA & IDAGRAI LABS. 2002-2026. All rights reserved. June 3, 2026. 11/24



idagrai 5

XTRACTIS

3.1.4. Challenge 4 — Use Cases & Flagship Projects

Converting scientific results into peer-comparable evidence and high-impact industrial demonstrations.

This challenge involves the risk associated with the applicability and evidence generation by IDAGRAI LABS. It
combines a continuous benchmark publication pipeline with four flagship projects. Each flagship is selected as
a high-visibility demonstration of the paradigm's relevance to a strategic application and designed for maximum
scientific, industrial and good governance impact across target sectors. Thus, at the end of the challenge, the
evidence base will cover 74+ benchmarks across a broad portfolio), in several high-impact contexts.

W13 — Benchmark Publication Pipeline

A broad-spectrum benchmark publication pipeline produces 47+ new benchmarked use cases over
24 months across the four target sectors, head-to-head against the challenger nonlinear techniques (NN, BT,
RFo) on standardised evaluation protocols.

The Intelligibility x Performance evidence base grows from 27 cases today to 74+ by M24, providing the
public peer-comparable evidence that IDAGRAI LABS' claims withstand large-scale independent scrutiny.

An initial list of targeted use cases from available public databases is being refined:

- Prediction of Von Mises maximum stress in bridge pillars

- Prediction of energy performance of residential buildings (heating & cooling)

- Prediction of the temperature of components in an electric vehicle motor without a temperature sensor
- Detection and identification of botnet attacks

- Prediction of turbofan engine degradation

- Prediction of sensory profile of cakes and discovery of new recipes for the target market

- Prediction of the signature of a mathematical knot (Knot theory)

- ldentification of brain cancer from MRI scans

W14 — Flagship #1 (Defence & Security): Autonomous Cooperative Drones

IDAGRAI LABS will develop a use case demonstrating XTRACTIS REVEAL on the autonomous piloting of a
drone, and subsequently of a cooperative drone swarm, for mission-specific decision-making. The induced
decision systems are audited and certified on simulators, then embedded on small, energy-efficient CPUs
running XTRACTIS PREDICT EMBEDDED at very high frequency.

The dual-use scope spans:
- Military applications: protection of sensitive sites, target engagement, location of and assistance to victims.

- Civilian applications: forest fire response, crowd-movement monitoring, search-and-rescue in natural
disasters (earthquakes, floods, avalanches, tsunamis, landslides, hurricanes, fires).

This flagship stress-tests Hypotheses A and B (vector outputs for command, reinforcement learning for
swarm coordination) and the multi-modal kernel extension, as inputs from heterogeneous sensors (optical
camera, thermal camera, lidar, radar, GPS, acoustic) must be fused into intelligible, formally stable decision
systems running under tight latency and energy constraints.

W15 — Flagship #2 (Health): Epigenetic-Metabolic Disease Prediction and Lifestyle Optimisation

The two reasoning modules of the paradigm on the early diagnosis of high-burden pathologies:

- XTRACTIS REVEAL induces robust and intelligible diagnosis systems for cancers and neurodegenerative
diseases (Alzheimer's, Parkinson's, Multiple Sclerosis), using epigenetic and/or metabolic predictors.

- XTRACTIS OPTIMIZE derives patient-specific lifestyle recommendations: values for modifiable predictors
that minimise the risk of developing the studied pathology, conditioned on the patient's genome and
metabolic profile.

The aim is to develop an initial diagnostic system, based on the partnership established early Stage 1 and
the database to which access is granted. The Toulouse Oncopole Claudius Rigaud is the most advanced
contact to date.

The success of this flagship significantly reduces healthcare costs for an aging European population. It also
positions IDAGRAI LABS squarely within the European “data sovereignty for sensitive health data” discourse,
since the entire pipeline runs on private infrastructure.
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W16 — Flagship #3 (Industry & Sciences): Intelligible QSAR and Optimal Formulation

The full reasoning cycle on a problem of broad industrial and scientific relevance:

- XTRACTIS REVEAL induces robust and intelligible QSAR models (Quantitative Structure-Activity
Relationships), where intelligibility transforms the model from a predictor of molecular activity into a
tool for understanding the underlying mechanisms.

- XTRACTIS OPTIMIZE discovers optimal product formulations or process settings best satisfying multi-
objective, non-linear requests under flexible constraints.

This flagship is the demonstration site for the OPTIMIZE kernel extension (W07) and a direct demonstration
of the IDAGRAI LABS'’ value to materials science, drug formulation, or chemical engineering.

IDAGRAI LABS aims to collaborate with CEA, CNRS and/or European Research Centers to work on predicting
the critical temperature of superconductors; and then determine the optimal characteristics of a high critical
temperature superconductor.

W17 — Flagship #4 (Governance, HR, Finance): Bias Revealing XTRACTIS Audit

XTRACTIS REVEAL induces an intelligible decision system from an existing opaque one, translating any
model with hidden decision logic into a set of gradual IF...THEN rules that performs at equivalent accuracy
while being fully auditable.

This unique capability was first demonstrated by Prof. Zalila in June 2018 during his plenary lecture at Al
Paris and in February 2023 before the office of Commissioner Thierry Breton at the European Commission.
XTRACTIS transparent reverse engineering of a 5-hidden layer NN (bank rating model) recovered the
underlying rules of the unknown rating strategy, while preserving the level of predictive performance.

The flagship targets one of the three application classes where opaque scoring systems are classified
“high-risk” under the EU Al Act, and to avoid any discriminatory decision that would lead to a criminal
conviction, and where their continued deployment will require auditability by August 2026:

- HR scoring: automated employee or job candidate evaluation and ranking systems, where opacity
creates legal exposure for employers and deprives individuals of any recourse.

- Credit scoring: automated lending decisions, where the lack of explanation conflicts with European
consumer protection and anti-discrimination.

- Insurance applications: automated assignment of risk levels, where opacity prevents the demonstration of
fair-treatment obligations.

For the chosen application class, IDAGRAI LABS (i) induces intelligible decision systems from a representative
opaque model, (i) documents the rules recovered, including any discriminatory strategy the opaque model
encoded, and (iii) where biases are detected, demonstrates the corrective induction loop: corrected training
dataset — REVEAL — unbiased, intelligible, certifiable decision system.

The flagship articulates with two professional dynamics through XTRACTIS licences:

e Legal practice. European law firms (already in dialogue with IDAGRAI LABS) run XTRACTIS audit on
contested opaque models and present the resulting intelligible biased rule(s) as auditable expert
evidence in court.

e Compliance practice. Large European employers, banks, and insurers, use XTRACTIS to convert their
existing Al scoring systems into Al Act-compliant intelligible and unbiased decision systems, without
rebuilding from scratch.

This flagship underscores a second core capability of the paradigm: its capacity to translate opacity into
intelligibility.

It directly connects IDAGRAI LABS to the European regulatory and democratic agenda: decisions affecting
individuals must be justifiable, and a decision system that cannot be understood cannot be deployed
and used.
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3.1.5. Challenge 5 — Validation & Scale-up

Converting evidence into qualified industrial traction, then into investable proof.

This challenge carries the IDAGRAI LABS' commercial and investment risk. It aims to increase and consolidate
partnerships, promote adoption by the industrial and scientific sectors, and generate commercial opportunities.

W18 — Industrial / Academic Partnerships

Consolidate targeted long-term partnerships in three layers:

Academic ecosystems for joint publications and access to high-quality scientific datasets. Current links with
UTC (Université de Technologie de Compiégne), ETH Zrich, ISEN-YNCREA, OMNES Education, Université de
Montpellier.

Integration partners: Current links with BECHTLE for long-term high-performance computing procurement.
Additional European integrators for client deployment (DASSAULT SYSTEMS, SOPRA STERIA, ALTEN, ATOS,
ENVIROS, DEVOTEAM).

Industrial & Public clients anchored in each of the four target sectors, converting POVs and flagships into
multi-year licence and service contracts. Current links with Institut Pasteur, Oncopole Claudius Rigaud, CHU
Rouen, Bull, THALES, French law firms.

The Stage 3 target includes a first defence or government procurement win leveraging the full-stack sovereign
Al proposition.

W19 — Proof-of-Value (POV) Programme

POV sessions on users' own data running on the deployed large XTRACTIS HPC cluster (defined in WQ9).

POVs realised by IDAGRAI LABS are free of charge, but their scope and duration are limited (~2 weeks). They
are launched on small datasets to speed up project timelines. Results including benchmarking against BT
are delivered. Only one rule of the model structure is presented. No transfer of model IP.

Each POV is simultaneously an external scientific test of the induction paradigm for a specific industrial
problem, and a qualified business conversation with a target sector.

POVs are designed to convert into long-term partnerships and licence/service contracts by Stage 3.

W20 — Business Dev & Sales

Under the CCO supervision, the task force identifies sales leads, feeds qualified opportunities into the POV
programme, and converts these opportunities into licence and service contracts that drive business growth.
Business development is segmented by target sector, with specific KPI and prospecting material, and value
propositions tailored to the needs of prospects. Performance is tracked at every stage using three key

indicators: number of qualified leads per sector, POV conversion rate and the rate of licence agreement
closure.

W21 — Marketing & Communications

Building IDAGRAI LABS' brand, scientific reputation, and B2B demand pipeline across the 24 months.
Brand & content. Corporate website redesign and continuous editorial production (blog, technical articles,
newsletter, social media presence on LinkedIn and X).

Communications package. Materials designed to ensure broad visibility to a wide range of target audiences
and non-technical decision-makers: white papers, one-pagers per target sector, short video showcasing
flagships in operation. Supervision of the publication of use cases.

Product marketing. Sector-specific campaigns aimed at generating qualified leads for the POV programme,
focused on top-tier key accounts. Sales support materials (sales pitches, sector guides, ROl indicators).

Webinars. A recurring programme of scientific webinars: in-depth presentation of paradigms, flagship
demos, sector-specific use cases. Replays made available on website.

Events & conferences. Tier-1 scientific conferences and trade fairs (events to be selected). Mix of speaking
slots, sponsored workshops, and demo booths.
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W22 — Investment-Grade Data Room

Built progressively across the 24 months, in alignment with SPRIND's dedicated Financing Workstream
structured to make IDAGRAI LABS investable for the €1B follow-on round that Next Frontier Al challenge
targets.

The data room consolidates, at investor-grade standards, the evidence produced by every other challenge.
It covers by Stage 3:

« Technical evidence Benchmarks, publications, proof points, scaling-law characterisations.
. Infrastructure metrics  Compute utilisation, MLOps maturity, FinOps controls, sovereign-stack certification.

. Commercial traction Long-term partnerships signed, POV-to-licence pipeline, pricing and business model
evidence, qualified investor pipeline.

. Governance structure  Board, advisors, decision logs.
. Regulatory readiness  EU Al Act readiness, IP register, sector-specific certifications underway.

« Press kit Communications package + reference media coverage and analyst quotes, Lux
Research / Gartner / Forrester coverage

. Demo environment Guided hands-on access to XTRACTIS REVEAL, PREDICT and OPTIMIZE on curated use
cases for qualified investors/clients.

3.2. 24-Month Lab-Building Preliminary Roadmap

Workstream-level scheduling across the 5 challenges and the SPRIND stage gates.

24-Month Stage 1 — Foundations Stage 2 — Scale Stage 3 — Deployment
Roadmap 7 months 8 months 9 months

Prove & Bqu the lab Validate at scale New standard for sr:|ent|f|c Al

[ 14 [ s [ wis [ 7 [ v [ g [wno]

‘W01 Fuzzy vector regression
\woz Fuzzy induction by reinforcement
‘W03 Multi-modal input ingestion

‘W04 Handling new types of inputs

‘WOS i i ificati
Hybrid elementary request (OPTIMIZE)

Multi-labelling classification
W06

‘W07 Scaling laws

\wos Linux-native version -

‘W09 Setting up a CPU Cluster

W10 MLOps & API Layer L]
\w11 Data connectors

‘W12 UX redesign ..
‘W13 Benchmark publication pipeline -

‘W14 Flagship #1 (Autonomous drones)

‘W15 Flagship #2 (Disease Prediction)

‘W16 Flagship #3 (QSAR & optimal formulation)

W17 |Flagship #4 (Bias revealing audit)

W18 |Industrial / Academic Partnerships --

W19 |POV Programme

W20 Business Dev & Sales

W21 | Marketing & Communications -------_----- -
W22 Investment-Grade Data Room | ..

M7, M15, M24 are stage gates.
Coloured bars indicate workstream activity by month: Lighter shade = preparation, scoping or set-up or ongoing publication. Darker shade = active production.

(SN A Research « [IEIIEW Extensions - [eEIERTERY Infrastructure - [oEIEIe[R] Use Cases & Flagships « [eEIEI[E6] Validation & Scale-up.
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3.3. Milestone Evidence at each Gate
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Workstream-by-workstream objectives and deliverables for the three stage gates.

C1 — Frontier Research

wo1

Stage 1 — Foundations
by M7 « Prove & Build the lab

Mathematical demonstration of vector
regression capabilities within the theory
of Fuzzy Relations of order N

First algorithmic prototype on a dataset
with low output cardinality

Theoretical framework formalised

C2 — Kernel & Feature Extensions

Stage 1 — Foundations
by M7 « Prove & Build the lab

Connection of signal/spectra/time-series
& image processing modules

M3: PoC “signals/spectra” (Temporal
Identification of Criminal Profiles)

M7: PoC “images” (MRI-based brain
cancer identification)

Formal specification

Formal specification

Formal specification

C3— Lab Infrastructure

W10

w11

w12

Stage 1 — Foundations
by M7 - Prove & Build the lab

Methodology in place
Initial scaling-law datapoints collected

Linux-native Part 1: data management &
induction engine

Long-term compute procurement
partnerships signed:

Bootstrap cluster: 3 SuperMicro/Intel
servers

Stage 2 — Scale
by M15 « Validate at scale

Fuzzy vector regression operational

Target application operational on
simulator: autopiloting of single drone (in
collaboration with W14)

First R-FRI prototype on a canonical RL
benchmark

Stage 2 — Scale
by M15 - Validate at scale

Working prototype on signals + spectra +
time-series

Tier-1 publication: “Brain cancer
identification from intelligible
preprocessing of MRI scans”

Ordinal-categorical variables operational
Discrete-continuous variables operational

Multi-labelling classification operational

First prototype with 2 model classes
(XTRACTIS + analytical)

Stage 2 — Scale
by M15 - Validate at scale

Scaling-law characterisation across the
3 dimensions for SuperMicro/Intel cluster

Technical report

Linux-native Part 2: full functional
coverage

Scale-out cluster operational:
10 SuperMicro/Intel servers

European silicon programme initiated:
certification of 1 Bull/SiPearl server

REVEAL / OPTIMIZE / PREDICT API
endpoints (beta)

New UX delivered: time-to-first induction
under 30 minutes + Model Selector live

Natural-language translation of induced
rules operational in ENG

© Z. ZALILA & IDAGRAI LABS. 2002-2026. All rights reserved. June 3, 2026.

Stage 3 — Deployment
by M24 - New standard for scientific Al

Target application operational on
simulator: autopiloting of cooperative
drones (W14)

Publication of the first industrial use case
(incl. benchmarks) using multiple related
numerical outputs

Target application operational on
simulator: autopiloting of cooperative
drones (W14)

R-FRI Tier-1 publication submitted

Stage 3 — Deployment
by M24 - New standard for scientific Al

Working prototype on images

XTRACTIS with multi-modal engine in
production for 4 input types

Best-practice guidelines per data type

Integrated into the data ingestion layer
Deployed on at least one industrial use
case (in connection with C4)

Integrated into the standard induction API
Deployed on at least one industrial use
case (in connection with C4)

Operational with any number of
XTRACTIS-induced and analytical models

Stage 3 — Deployment
by M24 - New standard for scientific Al

Extended characterisation with CPU scale-
out

Scaling laws validated

Operationalised as resource-sizing
capability for W19

Paper on empirical scaling laws for fuzzy-
relational induction submitted for Tier-1
publication

Linux-native GA with global benchmark
suite

Cluster scaled for production-grade
workloads: 24 SuperMicro/Intel servers

Certification of a cluster composed of 4
Bull/SiPearl servers

XTRACTIS runs on European silicon end-
to-end

MLOps-ready scale-out on RHEA cluster
Full API layer GA

Extended connectors operational across
target sectors (EHR, SCADA, ...)

UX delivered within Linux-native GA

HMI localisation + rule-translator
operational for FR / DE / ES
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Stage 1 — Foundations
by M7 « Prove & Build the lab

5+ new benchmarked use cases live

Flagship #1 case scoping
Simulator environment set up

Data partnerships initiated with at least
one European hospital / research
consortium

Flagship #2 case scoping

Data partnerships initiated

Flagship #3 case scoping and database
established

QSAR models induced and benchmarked

Partnership with one European law firm
for access to a representative opaque
scoring system

Selection of the application class
Bias revealing protocol formalised

C5 — Validation & Scale-up

w18

W19

w20

W21

w22

Stage 1 — Foundations
by M7 « Prove & Build the lab

Consolidate connections into academic
and economic ecosystems

2 academic/industrial partnerships

POV programme launched
4 POVs realised

Prospection team operational
Baseline conversion metrics set
Steady feed for the POV programme
1 POV-to-licence conversion

Brand baseline in place (SEO/GEO-
optimized and refactored website,
enhanced LinkedIn presence, first

newsletter)

Webinar programme launched
2+ Tier-1 press features
1 conference presence

FinOps controls live

Stage 2 — Scale
by M15 - Validate at scale

12+ new benchmarked use cases live

First induced decision systems on
simulator

Single-drone proof of concept

First diagnosis system induced and
benchmarked against published baselines

Lifestyle optimisation prototype

OPTIMIZE-driven formulation discovery

QSAR + OPTIMIZE end-to-end pipeline
operational

First implementation of reverse
engineering for a representative opaque
model

Benchmark against the original

Corrective induction loop validated on a
controlled case where the opaque model
encodes a known biased pattern

Demonstration to the partner

Stage 2 — Scale
by M15 - Validate at scale

Anchor industrial clients in each of the
four target sectors

40 POVs realised

Pricing & business model validated
9 POV-to-licence conversions

Regular publishing schedule (1 blog post /
week, 1 newsletter / month)

Demo environment live
5+ press features in total
4 conference/trade fair presence

Data room maturing across all
dimensions

First investor conversations initiated
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C4 — Use Cases & Flagship Projects

Stage 3 — Deployment
by M24 - New standard for scientific Al

30+ new benchmarked use cases live
Client evidence package per sector
including at least 5 use cases per sector
Cooperative drone swarm demonstrated
on simulator

Embedded PREDICT in operational
conditions

Defence / government procurement
conversation initiated

Peer-reviewed publication submitted

Diagnosis system + Lifestyle optimisation
operational

Industrial partnership signed

XTRACTIS licence deployed at the partner
First legal-evidence case prepared
First Al Act compliance retrofit delivered

Peer-reviewed publication on the audit
methodology

Stage 3 — Deployment
by M24 - New standard for scientific Al

First long-term partnerships signed

80 POVs realised

18 POV-to-licence conversions

Investor-grade communication package
complete

First major analyst briefing
Press kit complete
6 conference/trade fair presence

Investment-grade data room ready for
€1B fundraising round

Posture across technical, infrastructural,
commercial, governance and regulatory
dimensions

Investor roadshow started
(Europe/Middle East)

17/24



= idagr

Gate review

Publications

Staffing
Budget

B2B
contracts
& Revenue

A Publication
@ Gate review

M Product launch

Stage 1 — Foundations
by M7 « Prove & Build the lab

© Summary research report
# Resource utilisation & FinOps controls
# Updated roadmap for Stage 2

A Series of white papers & videos outlining the
mathematical foundations

A 5+ new use cases in total

Team scaled to 12 FTE (including ~8% BD)
€3.025M

2 academic/industrial partnerships
First POV conversion: 1 B2B client
€0.79M RS1 - €0.33M ARR - €27k ARR /FTE

GA = General Availability
FTE = Full-Time Equivalent

Stage 2 — Scale
by M15 - Validate at scale

® Summary research report
# Resource utilisation & FinOps controls
# Updated roadmap for Stage 3

A 17+ new use cases in total

A RHEA server certification: XTRACTIS Al is
80% European (100% software + 100% CPU
+US 0S)

A 1 peer-reviewed publication
submitted/published (Tier-1 journal)

Team scaled to 33.5 FTE (including ~16% BD)
€11.003M cumulative budget

1 integration partner
Total of 10 B2B clients
€2.57TM RS2 - €3.85M ARR - €115k ARR /FTE

RS = Revenue over the stage
ARR= Annual Recurrent Revenue

BD = Business Development (Inc. Solutions Engineers)

XTRACTIS

Gate Deliverables & Quantifiable Objectives

Stage 3 — Deployment
by M24 - New standard for scientific Al

# Final research report
# FinOps reconciliation report

@ Investment data room with follow-on
funding plan and LUX/Gartner/Forrester
coverage

W XTRACTIS v16 GA (LINUX+ API)
with end-to-end sovereign Al stack
referenced in EU procurement frameworks

A RHEA cluster certification: XTRACTIS Al is
100% European

A 47+ new use cases in total

A Total of 6+ peer-reviewed publications
submitted/published (2+ in Tier-1 journals)

Team scaled to 68 FTE (including ~32% BD)
€26.125M cumulative budget < €26.5M

Total of 2 integration partners
Total of 28 B2B clients
€6.84M RS3 - €9.12M ARR - €134k ARR /FTE

4.The Team & Build-out.

4.1. Founding Scientific Leadership & key team members: 8 FTE

In addition to Prof. Zalila, the current team has 7 members (6 in R&D and 1 in operations), all graduated from
UTC and trained in fuzzy mathematics by Prof. Zalila himself. The lead team built around the founder across
research, infrastructure and validation consists of 3 senior R&D engineers, Arezki Chikh, Benjamin Lorentz
and Cyrille Leroux, and Rym Kadbhi in charge of operations and MarCom.

Prof. Zyed Zalila — Founder-President (CEO), R&D Director (CRO)

1987: UTC Dipléme d’'Ingénieur in Computer Engineering (Master in Al and Applied Mathematics).
1988: UTC Research Master's Degree in Systems Control.

1993: UTC PhD in Pure Mathematics, awarded with Highest Honors and congratulations from the
jury: Theory of Fuzzy Relations of order N.

2001: Habilitation to Supervise Research: Fuzzy Mathematics, Concepts and Applications.

Since 1993: Creator and Head of the UTC Fuzzy Mathematics course (lectures, tutorials). Training
of over 2,150 engineering students and auditors (in the public and private sectors).

Since 1998: Founder & Director of two R&D private laboratories in Augmented Fuzzy Cognitive Al.
1990-2001: Inventor and designer of several ADAS (Advanced Driver Assistance Systems) based
on theory of Fuzzy Relations of order N, commercialized to enhance driving comfort and safety.
Since 2002: Inventor, designer, author, and developer of XTRACTIS general reasoning Al (induction,
deduction, abduction robots).

Evangelizing Augmented Fuzzy Cognitive Al: each year, approximately one hundred introductory
lectures (lasting over one hour, worldwide, in person or online). 115 lectures in 2024, 90 in 2025.

Arezki Chikh — Head of Technical Development, Head of Infrastructure and Licensing (CTO)
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1999: UTC Dipldme d’Ingénieur in Mechanical Systems Engineering (Master).

2000: UTC Research Master's Degree in Fuzzy Mathematics, awarded with a grade of A (Excellent):
Control of an inverted pendulum on a trolley using a fuzzy system, with NN-based parameterization
of the decision rules.

2000-2005: Head of practical work for the UTC Fuzzy Mathematics course.

Head of technical development for the XTRACTIS general reasoning Al.

Head of infrastructure and licensing rights.
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Benjamin Lorentz — Lead, Abductive Reasoning & Unstructured-Data Preprocessing

2004: UTC Dipléme d’Ingénieur in Computer Engineering (Master).

2004: Valedictorian of the UTC Fuzzy Mathematics course, awarded a grade of A (Excellent).
2006: UTC Research Master's Degree in Fuzzy Mathematics, awarded a grade of A (Excellent):
Selection of predictors for a fuzzy decision-making system.

Since 2008: Head of practical work for the UTC Fuzzy Mathematics course.

Development of abductive reasoning robots (XTRACTIS OPTIMIZE).

Conducting exploratory Al research at the R&D Director's request. Reinforcement learning.

Head of R&D activities for intelligible preprocessing of unstructured data (images, signals, spectra).

Cyrllle Leroux — Lead, Use-Case Engineering & Client Modelling

2010: UTC Dipléme d’Ingénieur in Mechanical Systems Engineering (Master).

2010: Valedictorian of the UTC Fuzzy Mathematics course awarded a grade of A (Excellent).
Responsible for XTRACTIS case studies and modelling services for prospective and current clients.
Responsible for operational training on the use of XTRACTIS.

Rym Kadhi — Head of Operations, Finance and Marketing & Communications (COO)

1996: UTC Dipldme d’Ingénieur in Mechanical Engineering (Master).

1998: UTC Research Master's Degree in Fuzzy Mathematics, awarded with a grade of A (Excellent):
Statistical Process Control by fuzzy systems.

Responsible for the operational management of Al R&D structures (administration & finance,
marketing & communication, business development & sales).

Biography of Prof. Zalila and detailed CV of Arezki and Rym are provided as a separate attachment per SPRIND application
requirements.

4.2. Scaling Plan: 8 > 12 33.5> 68 FTE

The team scales from 8 FTE at kick-off, and 12 by M7, and approximately 33 FTE by M15, and 68 FTE by
M24, distributed across the five challenges.

Recruitment priorities at kick-off:

One junior engineer and two assistant engineers drawn from the large pool of current and former
UTC students of Prof. Zalila (candidates already identified through the pool).

Chief Commercial Officer, on board from M1 to structure the POV programme, lead the fractional
business dev consultants, and pursue new industrial leads.

Engagement of Senior Sales Consultants on commission basis for business development coverage
in Europe, North America and the Middle East from end of Stage 1, selected within the professional
network of Prof. Zalila and already familiar with XTRACTIS. This model adds geographic coverage
without the fixed cost of multiple full-time Account Executives in the early stages.

Recruitment channels and outsourcing strategy:

Direct recruitment from the UTC Fuzzy Mathematics talent pool for research and algorithmics
profiles, including Solutions Engineers, a recruitment channel that gives IDAGRAI LABS a structural
advantage in finding candidates already fluent in the fuzzy-relational substrate and trained directly
by the founder.

Specialist executive search for senior leadership from stage 2: HR Director, CFO & Investor Relations
lead.

To preserve R&D-level cost structure, IDAGRAI LABS outsources non-core functions: legal and
accounting (IP & compliance consultancy, chartered accountant / external auditor for finance and
audit) are handled by external partners. Marketing and communications materials are produced by
specialist agencies under the direction of Rym KADHI. Other advisors (including public relations and
lobbying) are contracted when the maturity of the offering justifies it.
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Geographic anchoring.

IDAGRAI LABS operates from France: the headquarters in Compiegne, extended with a Paris office from end
of Stage 2, hosting the scientific, engineering, commercial and governance teams in synergy with UTC and
the Paris and European tech ecosystem.

The dedicated XTRACTIS CPU cluster in Strasbourg, operated under BECHTLE partnership, anchors the lab
in the European HPC and sovereign-compute landscape. Part of the cluster will also be located in the
IDAGRAI LABS' region, Hauts-de-France.

4.3. Governance

The governance structure evolves progressively across the three stages to match the maturity of IDAGRAI LABS
and prepare the follow-on round.

e Stage 1 (M1-M7) — Founder-led governance.
SAS structure (Simplified joint-stock Company). Decision-making concentrated within the founding
leadership (Prof. Zalila along with Arezki, Benjamin, Cyrille and Rym). Executive committee reviews
against SPRIND milestones led by Rym.

e Stage 2 (M8-M15) — Opening governance.
SAS structure maintained. Constitution of a Scientific Advisory Board of 2 external researchers covering the
fields adjacent to the IDAGRAI LABS' research axes. Executive committee reviews (including governance
reports) against SPRIND milestones led by Rym and the CFO.

e Stage 3 (M16—M24) — Investor-ready governance.
Board of Directors composed of 4 non-executive directors with anchors in each target sector and
complementary deep-tech scale-up experience. Structured Compensation & Audit Committee.

Economic Viability.

5.1. Stage Budgets

The funding provided by the NFAI will be the main source of funding over these 24 months. Any deviations
from the SPRIND ceilings set out in the budget for stages 1 and 2 remain manageable and are covered by
the initial projected revenue. By M24, IDAGRAI LABS will have demonstrated the commercial trajectory of
XTRACTIS. To ensure full alignment between Prof. Zalila's commitment and IDAGRAI LABS' commercial
success, the royalties owed to the inventor-author-developer of XTRACTIS are calculated exclusively on the
XTRACTIS sales revenue and not on the funding provided by SPRIND NFAI.

The budget is drawn up using a bottom-up approach: IT costs by stage based on the deployment of the CPU
cluster, HR allocation by profile and by workstream, premises rationally sized to the FTE growth, plus
external advisory, travel & events, Marcom and contingency provisions. Estimated resource requirements
per stage, based on French market rates 2026 (excl. VAT). All figures are indicative.

XTRACTIS NFAI — Aggregated Budget 24 Months

Consolidation by cost category x stage.

Human Resources 911,750 € 30.1% 2,030,833 € 25.5% 4,859,300 € 32.1% 7,801,883 € 29.9%

Compute (R&D+ XSC) 1,503,300 € 49.7% 4,325,600 € 54.2% 7,392,600 € 48.9% 13,221,500 € 50.6%

Premises and related charges 65,917 € 2.2% 203,867 € 2.6% 223,050 € 1.5% 492,833 € 1.9%

Advice & Board 115,000 € 3.8% 323,000 € 4.0% 596,000 € 3.9% 1,034,000 € 4.0%

Travel, conferences/webinars, events 95,500 € 3.2% 486,000 € 6.1% 883,000 € 5.8% 1,464,500 € 5.6%

MarComm 204,000 € 6.7% 256,000 € 3.2% 393,000 € 2.6% 853,000 € 3.3%

Contingency / Provisions 130,021 € 4.3% 353,064 € 4.4% 774,084 € 5.1% 1,257,169 € 4.8%
cumulative 3,025,488 € 11,003,852 € 26,124,886 €

SPRIND ceiling (NFAI) 3,000,000 € 8,000,000 € 15,500,000 € 26,500,000 €

Variance vs ceiling (positive = headroom) -25,488 € 21,636 € 378,966 € 375,114 €

Coverage ratio (budget / ceiling) 100.8% 99.7% 97.6% 98.6%

Total FTE (end of stage, cumulative) 12.00 33.50 68.00
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5.2. Compute Build-Out

XTRACTIS CPU cluster deployment.

The CPU cluster is dimensioned according to the maximum theoretical speed of each server, the CPU
parallelism, the number of connected users at the same time, and the average complexity of problems to
solve (regression or binomial/multinomial classification modelling, reference dataset size, vector outputs).

The capacity is stepped up at each stage based on measured demand from the POV programme and the
research workloads: 3 servers by M7, +7 by M15, and +14 by M24, for a cluster of 24 servers by M24.

Building the XTRACTIS CPU cluster represents approximately 45% of the total NFAI funding. The CPU cluster
transitions to an “XTRACTIS Scientific Computing Center (XSC)” when external usage by integrators and
clients exceeds internal usage by IDAGRAI LABS. It is expected to be the case from end of Stage 3.

Stage | Cumulative cluster size Cumulative Cumulative Speed Cumulative Cumulative

(41.50 TFLOPS/server) Capacity (TFLOPS FP64) Electrical Power Environmental
(CPU-cores) Footprint (annual)
S1 3 servers 1,440 125 0.017 MW 0.148 GWh
6.1tCO;

S2 10 servers 4,800 415 0.056 MW 0.492 GWh
+ 1 SiPearl RHEA pre-series 20.2tCO,
in certification

S3 24 servers 11,520 996 0.134 MW 1.18 GWh
+ cluster of 4 SiPearl RHEA 48.4tCO,
servers in certification

Best-fit approximate values. SuperMicro Intel servers unless otherwise stated. CPU used 24/7 at 100% capacity. No redundancy.

CPU sovereign stack. 100 % CPU European-fit, hosted on French soil under BECHTLE partnership —the largest
privately owned German digital services company— with progressive integration of European SiPearl RHEA
silicon under the EPI programme. After RHEA CPUs scale-out is validated by M24, the XSC transitions to a
hybrid configuration, demonstrating that frontier-grade Al does not require LLMs, does not require GPU lock-
in and can run on European hardware.

Structural FinOps controls. Every induction run is instrumented for CPU time, memory and energy

consumption. Resource utilisation transparency is structurally guaranteed by 100% CPU architecture (no
GPU or cloud overrun risk). FinOps dashboards are produced at each gate with full traceability.

5.3. Operational Risk Mitigation

Scientific risk. The substrate is mature and validated and the full platform for induction, deduction and abduction
is developed. The two research hypotheses can be tested independently of one another and allow for the
extension of already proven platform. The failure of one hypothesis does not compromise IDAGRAI LABS’ overall
mission.

Talent risk. Risks are mitigated by the UTC recruitment pipeline for R&D profiles, trained in fuzzy mathematics,
ensuring the transfer of domain-specific knowledge, and by senior commercial consultants on commission basis
for early geographic coverage.

Compute risk. Risks are structurally minimised by the 100 % CPU architecture (no GPU shortage exposure, no
cloud overrun risk) and a long-term supply partnership with BECHTLE.

Commercial risk. Scientific publications and benchmarked use cases provide evidence to support commercial
discussions. As XTRACTIS is a disruptive Al solution which is proprietary, not open-source and not yet widely
known, IDAGRAI LABS needs to focus heavily on developing its computing center, scientific training and sales
networks. IDAGRAI LABS is confident that once users have tried it through the POV programme and the XSC,
they will adopt it.
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Path to €1B follow-on.

What IDAGRAI LABS will build after Next Frontier Al.

6.1. Go-to-Market Strategy during NFAI challenge: from POV to ARR

Stage 1 — Launch of the POV programme.

IDAGRAI LABS offers free ‘Proof-of-Value' (POV) projects to selected qualified prospects in the target sectors.
Each POV is structured as a 2-week engagement: the prospect provides reference data, IDAGRAI LABS
produces XTRACTIS models benchmarked against BT (or another Al specific to the posed problem). The POV
is presented as a scientific test within the prospect’s domain, rather than as a sales pitch —which significantly
reduces reluctance to commit among industrial and research clients facing high-risk challenges.

Stage 2 — POV-to-licence conversion.

Successful POVs convert into structured licence contracts (annual subscription business model, with tiered
pricing plans depending on the selected induction speed and total compute days). Initial successful
discussions with companies’ R&D departments lead to the first conversions.

The CCO and her prospecting taskforce are accountable for this conversion funnel. Progressive appointment
of XTRACTIS Solutions Engineers for the deployment of XTRACTIS in the client environment working remotely
(or on-site for sensitive data) ensure that their POV runs smoothly on a day-to-day basis (preparation of client
data, conducting modelling sessions, troubleshooting, and transferring skills to client teams). Ability to
manage several POVs simultaneously, ideally with sector-specific expertise depending on workload.

Stage 3 — Long-term partnerships and contracts secured.

Beyond individual licences, IDAGRAI LABS seeks to establish long-term strategic partnerships with key clients
in each target sector. These partnerships transform IDAGRAI LABS' commercial position, shifting from the
sale of one-off licences to the management of multi-year strategic agreements; a fundamentally more
attractive revenue model for investors.

Revenue and ARR growth.

IDAGRAI LABS targets a measured ARR growth aligned with the POV-to-licence conversion funnel: around
€0.3M ARR by M7, €3.85M by M15, and €9M+ by M24, translating to a competitive ARR-per-FTE of €134k at
the end of Stage 3. The cost of a REVEAL 41.47 TFLOPS FP64 license is €0.28 per single-threaded robot per
hour. The cost of the complete induction process ranges from €20 (for the extra smallest datasets) to €530,000
(for the largest datasets). If an induction process requires N days of computation on a single 41.47 TFLOPS
server, it will need only 1 day of computation on an XSC composed of N 41.47 TFLOPS servers.

6.2. Investment-Grade Data Room Plan and post-NFAI Follow-on

The follow-on objective: Scientific Computing Center (XSC).

The fundraising campaign begins in Stage 3 and targets the establishment of the XSC: a large sovereign
European computing infrastructure hosted by a European provider not subject to the CLOUD Act, PATRIOT
Act, or FISA. The XSC makes XTRACTIS available, for a usage fee, to international clients, whether public or
private, to produce their own XTRACTIS models on sovereign European computing resources. To prevent the
misuse of XTRACTIS for malicious purposes, the XSC access is controlled by a full KYC (Know Your Customer)
process aligned with European dual-use export controls.

The XSC technical envelope & deployment scenarios.

Each unit is a cluster of N 8-core servers (N x 480 cores), with a maximum theoretical speed of N x 41.47
TFLOPS FP64. The anticipated linear scaling law, confirmed as early as Stage 1, reduces an induction process
that would have required N days on a single server to a single day on the XSC. N=24 at the end of stage 3.
Multiple sizing scenarios are presented in the investor materials, ranging from 50 to 3,000+ CPU servers
depending on the fundraising target, allowing the round size to be calibrated to the level of investor
commitment to be achieved.
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The XSC business model.

Clients purchase Compute-Days (CD), each granting access to the available 960 compute threads of a server
at any given time for 24 hours. Clients may allocate their CDs to a single server or distribute them in parallel
across multiple available servers to accelerate induction. Sales representatives target sales of at least
12 packs of 31 CDs annually per client (full annual capacity of a server).

Academic clients receive a 50% preferential CD pricing. Clients wishing to install an XSC on-premises for
confidentiality reasons may do so, but must purchase their own XTRACTIS-compliant servers in addition to
the licence.

Server operating costs at full capacity are covered by approximately 6% of CD revenue, with the balance
covering personnel, infrastructure amortisation, and margin.

Environmental footprint of the XSC.
The XSC's architecture is, by design, energy-efficient, water-efficient and low-carbon:

. The XSC operates exclusively on CPU cores running at 100% capacity in FP64 mode, 24/7. The Stage 3
cluster of 24 servers has an electrical power of approximately 0.134 MW at maximum continuous load,
with an annual energy consumption of around 1.18 GWh and a carbon footprint of approximately 48 tCO,.

. Orders-of-magnitude lower than the dominant Al paradigm. For an induction process of comparable
scientific scope, the XSC consumes thousands of times less energy than training a large ‘Transformer’-
type model. For a single prediction, the difference reaches the order of a million, with XTRACTIS PREDICT
delivering up to 7.6 million decisions per second on a single 8-core CPU @2.5GHz.

. Sustainable hosting and heat recovery. The XSC is initially hosted at DataDock Strasbourg as part of the
BECHTLE partnership, a Tier-lll, eco-designed European facility with a PUE between 1.3 and 1.4. The
residual heat generated by the cluster can be recovered for heating offices or homes, an integration that
high-density GPU Al infrastructures cannot offer to the same extent due to their thermal density and the
complexity of their cooling systems.

Industrial and institutional outcome.

IDAGRAI LABS becomes a major European operator of robust, intelligible and sovereign decision-making &
scientific Al, compliant with the Al Act and certified for high-risk industrial deployment. An IPO on a major
European stock exchange is considered as an option 2 to 5 years after the follow-on round, depending on
market conditions.

6.3. Knowledge Transfer: the XTRACTIS Executive Master

A complementary initiative to be developed alongside the XSC involves the creation of an XTRACTIS
Executive Master's programme: a short-cycle executive education programme designed to train students
and professionals in XTRACTIS reasoning Al, to generate scientific knowledge, and to develop ethical Al.

Building on Professor Zalila’s 33 years of teaching experience at UTC (with over 2,150 public and private
students trained), the Executive Master's programme extends the diffusion of this knowledge beyond
engineering education to reach a wider audience and extend to the strategic decision-making bodies of
European companies and public institutions.

The Executive Master’s programme fulfils three strategic functions for IDAGRAI LABS:

e arecruitment funnel for senior consultants and partner integrators, who can then deploy XTRACTIS
within their own organisations or those of their clients.

e an instrument of knowledge sovereignty, ensuring that the human skills required to operate
XTRACTIS-level reasoning Al is disseminated throughout Europe rather than being concentrated
solely within IDAGRAI LABS.

e acomplementary structural source of revenue to XSC sales, with a significantly different economic
dynamic (higher margin, slower growth, deeper client engagement).

The programme is scheduled to be launched during the year following the NFAI, once IDAGRAI LABS has
stabilised and the XSC is operational. It represents a long-term institutional commitment by IDAGRAI LABS
to the European Al ecosystem.
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6.4. Conclusion — What Europe Gains

XTRACTIS has demonstrated that augmented fuzzy cognitive Al is capable, by its very design, of producing
models that are robust and intelligible, formally stable and resource-efficient.

Next Frontier Al is the opportunity to bring this proven paradigm to unprecedented scale and transform it
into a real European sovereign capability.

The advantages of XTRACTIS-augmented scientific research.

Following the NFAI challenge, European students, researchers, industrial actors and public institutions with
access to the XSC will benefit from four structural advantages that generate value —advantages that today’s
mainstream Al cannot offer:

Automatic and rapid discovery of new robust and transparent scientific knowledge —results that
humans can read, audit and certify.

More scientific articles in Tier-1 journals, improving the rankings of European universities and
research centers.

Automatic and rapid discovery of critical high-risk decision making-systems, robust & intelligible,
auditable and certifiable, compliant with the Al Act.

Reduced R&D risks when creating technology companies, stimulating European start-up creation,
patent filing, technological leadership and strategic autonomy.

The economics of XTRACTIS-augmented scientific research.

By the end of Stage 3, the XSC operates 24 servers running approximately 23,000 parallel computational
threads continuously. Each thread functions as an autonomous induction agent —a ‘virtual scientist'—
exploring causal hypotheses across spaces of variables incommensurably vaster than those the human mind
can comprehend simultaneously and cooperating with the other agents to iteratively refine their reasoning.

At full utilisation, the cost per thread-hour falls to around €0.28 including hardware amortisation, licences and
hosting.

The economic implication is structural.

Once paired with a domain expert, XTRACTIS does not merely accelerate scientific work, it transforms the
economics of scientific research. The marginal cost of generating transparent XTRACTIS models and,
consequently, verifying complex research hypotheses is reduced by several orders of magnitude compared to
the baseline scenario which relies only on human labour (even when using NN, BT and RFo), whilst the quality
of the resulting knowledge (intelligible and verifiable) increases drastically.

For European research institutions and industrial R&D departments operating under strict budgetary and
energy constraints, equipping every public and private researcher with their own XTRACTIS exobrain
becomes a matter of competitive viability.

The groundwork and the founding team are in place. The roadmap is structured.
What remains is the build-out.

Let us unleash the Al that Science and Society deserve.
Let us prove that Europe's next frontier Al starts here.
Trust XTRACTIS!
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